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Al TRENDS

CAGR Al at the Edge Spending HPC server market size?, ($B) CAGR
’20-24 (WW) (WWeC) 20-24
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$25,000.00
$20,000.00
Traditional HPC servers
o 79%
—— 90% 88% 86% 84% -
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700+ GPU-ACCELERATED HPC O{ = 2| #| 0| M

ARTIFICIAL
INTELLIGENCE

Including:
« (affe2
«  MXNet
« Tensorflo

MFG), CAD,
& CAE

*  AutoCAD
« (ST Studio
Suite

COMP.
FINANCE

Including:

ions

Pricing

0-
Quant
Opt

* MUREX
*+  MISYS

MEDIA &
ENT.

Including:
+«  DaVinci
Resalve
*  Premiere
Pro CC
* Redshift

Renderer

CLIMATE &
WEATHER

ncluding:
*  Cosmaos

Gales
« WRF

MEDICAL
IMAGING

ncluding:
* aidoc

*  Power(Grid

* RadiAnt

DATA SCI. &
ANALYTICS

Including:
* Anacond
g

. H20

*  Omnisci

OIL & GAS

Including:

« Echelon

« RTM

« SPECFEM3D

FEDERAL &
DEFENSE

ncluding:

*  ArcGIS
Fu..cl

= EVNI

*  SocetGXP

RESEARCH:
HER and SC

ncluding:
» Chroma
. GIC
« MILC
* QUDA

» XGC

LIFE SCIENCES

Including:
Amber

+ LAMMPS

+ GROMAC

« NAMD

* Relion

VASD
L] VASF

SAFETY, TOOLS
& OTHER

Including:

* Cyllance

* FaceControl

*  Bright Cluster
Manager

* HPCtoolkit
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GPU T+ —-EE_I_E A ™ O A A :"ln_—l—
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7He| 2| Al Training Al Inference HPC Jd2f =l A VDI / eVDI
\ y,
[ CPU h O| AtO O|AtO O| Ato AbO 0S: AFEX}E. A0
2.4GHz O| 49| cPu  2.4GHz O] 2| cPU  2.5GHZz O| &2l cPU  2.6GHz O|4+2| cpU : :
0F §oF | 48 3O O[MO cpu 246 2O O|MOIcPU  7t&7| E4-sFO| 12 ROfO|AQIcpy  Win7:5:1
S J Win10:3:1/2:1
2.5x Accelerator Memory/CPU  2.5x Accelerator Memory/CPU 2.5x Accelerator Memory/CPU  1-2x Accelerator Memory 2-16GB/At& Xl/vM
MEMORY 2 DIMMs/Ch, Dual Rank, Best 2 DIMMs/Ch, Dual Rank, Best 2 DIMMs/Ch, Dual Rank, Best 2 DIMMs/Ch, Dual Rank, Best 2 DIMMs/Ch, Dual Rank, Best
1 DIMM/Ch, Dual Rank, Better 1 DIMM/Ch, Dual Rank, Better 1 DIMM/Ch, Dual Rank, Better 1 DIMM/Ch, Dual Rank, Better 1 DIMM/Ch, Dual Rank, Better
s bl J 5 piMMs/ch, Single Rank, Good 2 DIMMs/Ch, Single Rank, Good 2 DIMMs/Ch, Single Rank, Good 2 DIMMs/Ch, Single Rank, Good 2 PIMMs/Ch, Single Rank, Good
- N\ 50-200 GbE 1095 ChE
FABRIC | 1u2Gpu @200GbE, Best 257100 CbE 100200 bF i 1 AL~
EFE;}; EEF SH 1x/2xGPU @100GbE, Better X/ =% 1-2x/ Al =8 Ix/AN=5 x/M=5
\ Y 1x/GPU@50GbE, Good
e \
STORAGE NVMe, Best NVMe, Best NVMe, Best NVMe, Best NVMe, Best
SSD, Better SSD, Better SSD, Better SSD, Better SSD, Better
@ @ @ ) ) SAS/SATA, Good SAS/SATA, Good SAS/SATA, Good SAS/SATA, Good SAS/SATA, Good
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Versatile Mainstream

High density Video & . : 4K Resolution
Fastest Compute, FP64 Compute . 4K Cloud Gaming Fastest RT Graphics
. Graphics . . . Max # of encode/decode
Up to 7 MIG instances FP6‘:BSL£:2£ MiS Compact & Versatile (ST, VACEET AU AL Largest render models streams
A100 A30 A16 / A40
250W & 300W | 40G & 80G 165W | 24GB 250W | 4x16GB 300W | 48GB
2-slot FHFL | NVLINK 2-slot FHFL | NVLINK 2-slot FHFL 2-slot FHFL | NVLINK
HEE doff el A
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NVIDIA A100 SXM | PCle

NVIDIA A40

1} ACCELERATOR OFFERINGS BY APPLICATION
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?| 3 £ E H GPU TRANSTIONS

SEELR- T 2UZ9 6Py

NVIDIA V100, V100S,
P100, T4

RTX 8000, RTX 6000,
RTX 4000, T4, NVIDIA
P100, P40, M60

o, NVIDIA RTX 4000, T4,

H ) o, P4, M10, M6, GRID
I AHO|M K1, K2

-

NVIDIA A30
NVIDIA A100

Y+

NVIDIA A16 w +

NVIDIA Al Enterprise
NVIDIA Virtual Compute
(vCS)

NVIDIA RTX Virtual
Workstation (VWS)

NVIDIA Virtual PC (vPC)
NVIDIA RTX Virtual
Workstation (VWS)




MIG (MULTI INSTANCE GPU)

« A100 GPU, Z=|CH 77l GPU Slice = &£

e A30 GPU, =Ll 471l GPU Slice = £
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| MIG, H/W =&, Qos B &t

15" MIG Instance

2" MIG Instance

3rd MIG Instance

e

4t MIG Instance

5th MIG Instance

6™ MIG Instance

7t MIG Instance

. Apollo 6500 Gen10 Plus 7| & sxM4 EF 12| A100 871,

PCle E
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2 107l X| &
. A100, A30 PCle Type GPUE 107l 2%t 7153
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NVIDIA

GPU GPU GPU GPU GPU GPU GPU
Memory Memory Memory Memory Memory Memory Memory
HBM HBM HBM HBM HB M HBM HBM
L2 L2 L2 L2 L2 L2 L2
Compute Compute Compute Compute Compute Compute Compute
Cores Cores Cores Cores Cores Cores Cores




PCIE GPUS ¢! Z 5| = GPU-TO-GPU BRIDGING

NVIDIA A100 40GB PCle GPU

e NVIDIA Ampere NVLink 2x2 Bridge 3x NVLink Bridge

o Z|CH NVLink T 9= = 600GB/s

« OI™o & Gpu 7t2| HE 22| SF 7t

. 8702| A100 GPUE 7}X| 1 270 AASIY] 4710 AH A&
GPU Y2 XS 7ts

e« A100 GPU9| ZH A ol He| K| EHe

NVIDIA A40 48GB PCle GPU
e NVIDIA Ampere NVLink 2x2 Bridge
Z|CH NvLink CHYZ = 200GB/s
. C&"‘*OF = GPU 7+C’I 2 N2 57 7ts
o 4702| A40 GPUS ZHA[ 1D 271 HADBHH 272 H A =l
GPUKZ N& 7t
e« A100 GPU9| ZHEE e Ee| K| Ee

2x A40 PCle GPU
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NVIDIA AMPERE GPU - A16

GPU1 GPU2 GPU3 6PU4

o AL160l= B 472 /| E cPUE T+ 168 | | 168 | | 168 1GB 26B 268 4GB

. Zhpuk 1668 M 22|17t HE 2 EX)
64 GB GDDR6 with Error Correcting Code (ECC) (16 GB per GPU) | 108 | | 168 | |‘ 168 m |‘ 4GB

o 4712| GPUZ} Mellanox PCle Switch2 &4 168 | | 168 168 26B E 4GB _
e e eriieeeed assiinend || | b ettt | | fiusssinsessssnsipensassnesensesisens

« GPUE FES HIAZE0 XA ZEI5HH 718 7ts

. AMEXO| SHE AT Z =0 HE Profiles T

- vDIE ?lot ARG OIS S 23t 7ts

NVENC | NVDEC : 4x | 8x (Includes AV1 Decode) ) ¥ I_muu"“l I

GPU1 GPU2 GPU3 GPU4
vPC | | vPC | | vPC | RTX vWS | | RTX WS | “ vAPPS I
- ERCCCCOIT T Ces -\:
RTX vWS i RTXWWS : “ vAPPS I
[ H vCS
RTX VWS i H vAPPS |
RTXwWS | i VAPPS

z




—r —r —_— — —
GPUE 2tRot A Ol = 17N O_I— = E”HPE'“'EH-'-H-
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A IZEE X| gl HE GPUSH HPES| M8 AMH S E
.HPC: 55 7| | AFE MEL 77t AT7A Y 4x SXM NVLink (GPU) Apollo 6500 (XL270d/XL645d)
AlZ2f|0| M Enterprise HPC A2 E, A 20| I Al Lx OAM Accelerators (GPU/ASIC) Apollo 2000 (XL190r/XL220n)
ESIE| 40| M E (Training/Inference) X O|O| E{ AFO|AHAAE X| & 2-4 PCIE Accelerators (GPU/ASIC/FPGA)  DL380 / 385 Gen10 Plus & v2
Cray Supercomputer
.Al: EAEE 24 00 X[ HtE EGO0|d FH2|  8x SXM NVLink (GPU) Apollo 6500 (XL270d/XL675d)
Hed /Hid SM s S2AH 5. 8x OAM Accelerators (GPU/ASIC) Apollo 2000, DL380 / 385 Gen10 Plus & v2
2= 2 (Inference) OIO|E{MlE, SIX|, L|Of GIX|o] FEEZ K| & EL1000/4000/8000
1-4 lower power PCIE (GPU/FPGA) Cray Supercomputer
LOHO[E{ MIE] O 5 A . SN I =E A J2fjd AL E Ol & 2-4x Mid-High End Graphics (GPU) Apollo 6500 (XL645d)
AR/ VR FE H|ICR 24, AR/ VR O L|fO| M, AEE| 2-4x High-Eng Compute (GPU) + Virtual  Apollo 2000 (XL190r/XL220n)
gl MH| A X, software DL380 / 385 Gen10 Plus & v2
EL8000 €910
Synergy
.Enterprise 1174 ; NVIDIA GRID (vAPPS, vPC, vDWS, vCS)E & 25| 2-4 Dense VDI specific (GPU) Apollo 2000 (XL190r/XL220n)
VDI / eVDI AFE XS TCOE XX 3610 7t QAT E 2-8 Low power multi purpose (GPU) DL380 / 385 Gen10 Plus & v2, ML350
IAZE 753} st A0 K| &, Synergy
GPUE AESIO 28t HJIAZEE M|
.Edge: L|O{ QK] (| O| & A ELy s Of| K| (& &t 2t 1-8x Low-mid range (GPU/FPGA) Apollo 2000 (XL190r/XL220n)
QX[ 7 L|Of QUK] E2M. 1-4x High end (GPU) DL360 / 380 / 385 Gen10 Plus & v2
AOE HEZ| Crot D24 At E SS9t 124 X| &l (H|C|2 EL8000/4000/1000
AOHE & C|2Y /&M / Telco E| AWRAN)
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E ] Apollo 6500 Gen10 & Plus Superdome Flex Gen10 Plus & v2 Plus(XL190r/XL290) €910/€920 Edgeline EL 4000 m710x Edgeline EL1000 m710x
Ay ] G| O E{ MIE{ / L|Of . Olx| gxm o SUIX] HAIZH ol
Ll {1 RN
CHEE | - a4 HO|HME X X2 g AR Epo|d g =2 =2 UX| A2 =
HO|E{ M E Egjold & Ezfold
- H|C|2 / 4| O| E
O—IE-EE EE'Iloch—)l . ﬁEH%“E‘js@ %S% e Telco - RAN ° Hl[lglEHOlE.l klllA-I I=I/A-|-" | 'I/
ih — H|C| 2/ G O] Ef 24 AR/VR J M B A =rE
28H Egjo|Y . 0|O|E{t|o|A . AR AAHY
=ReIgsS| S A 3 ot . O|EAl B M
HARE EEE R Egjold oS85 auA © oA e i gt
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8-12x T4(XL270d) -
GOOD 8x A10(XL645d) 4x RTX 6/8000 ox A10 2-8x T4 1U: 1x T4 / CLX CPU X T4 X T4
16x ALO(XL675d)
BETTER 8x R4T X:ig?gfgﬁ;g“) 6x RTX A4000 4-8x RTX 4000 2U: 4x Th -
X
4x V100S-32GB PCIE 2X T4
8x V100-32GB SXM2 2U:
3x A100-40GB- 2x V100S 32GB PCIE
BEST 4x A100 80GB SXM&4 X oCIE ¢ AMLOOLOGE-PCIE 1x V100S 32GB PCIE 4x Tt
8x A100 80GB SXM4 1x A100-40GB-PCIE
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4x RTX 6000 4 socket, 4x RTX
4x RTX & 4x RTX 4000 4-8x RTX 4000 ’
GOOD X 000 X X fx RTX 4000 1-10x A4O / 1-16x A10 6/8000
2x RTX 6/8000 + 8 socket, 8x RTX
3x RTX 6000 1-2x RT - -
BETTER NVLink Bridge X x RTX 8000 2x RTX 6000 1-10x A40 / 1-16x A10 /8000
4x RTX 6/8000 + 3x RTX 8000 / A30 /A40 2x RTX 8000 16 socket, 16x RTX
2-4x RTX
BEST NVLink Bridge 6x A10 X RTX 8000 2% A4O / 4x AL0 10x A40/16x A10 6/8000
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HE| Y IZEE |5t A|AEl - APOLLO 6500 GEN10 PLUS

10 Double-width or 16 Single-width PCle GPU (XL675d)

NVIDIA 4 (XL645d x 2ea) / 8 (XL675d) SXM A100 GPU
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APOLLO 6500 GEN10 PLUSS =25t B E| I a = E Hjj = HI H
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“Ineed 1 GPU” § “Ineed 4
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E 0|4 ]| =|A 32} =] pETERMINED Al TRAINING PLATFORM
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O PyTorch

NAS Visualization & Debugging Model
export

Inference

Experiment Tracking

Cluster Sharing and Resource Management

DL Data Cache

Web services and Apps

(MLFlow, Seldon, SageMaker, TF Serving)
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(HDFS, S3, Airflow, Pachyderm, Spark, etc.)




@® HPE Cray Programming
Environment
C/C++, Fortran, UPC, R, Python
Compiling Environment

@® Intel® Parallel Studio XE (w/Intel MPI) ®  AOCC with AMD ROCm
o NVIDIA HPC SDK @ NVIDIA GPU Cloud o GNU Compilers

Debuggers

Performance analysis and optimization
fools

Code parallelization assistant

@® Arm® Forge Professional @®  TotalView™ by Perforce

HAzE 2let
A LEE o] d

217 A|Z3}

AEC|X| UM AH

HPE Cray MPI

@ HPE Message Passing Interface (MPI) @ Open MPI @ Mellanox® HPC-X™
@  Altair® PBS Professional® @® Kubernetes® @  Containers: Docker®, Singularity

@ NICE DCV and EnginFrame

Cray ClusterStor E1000 Storage Solution (Lustre-based)

H| o[ E] £

@ | HPE Data Management Framework (DMF)

HPE Cray supercomputer software

@ HPE Performance Cluster Manager @ Bright Cluster Manager®

* HPE Cray System Management

@ Mellanox® Unified Fabric Manager™ @ Intel® Omni-Path Fabric Software

* HPE Slingshot fabric manager

@ HPE Apollo, HPE ProLiant DL, HPE SGlI

@ SUSE® Linux® Enterprise Server @ Red Hat® Enterprise Linux

* HPE Cray Operating System

@ HPE Cray supercomputer @ Cray ClusterStor



GPU DIRECT RDMA & GPU DIRECT STORAGES %/ ?! INFINIBAND T

4x Mellanox ConnectX-6 1-port VPI
Compute Fabric (InfiniBand - HDR)

e

- - - —

Compute
(InfiniBand)

2x Mellanox ConnectX-6 2-port VPI
Storage Fabric (InfiniBand - HDR)
In-band management (Ethernet 100Gb)

Storage Storage In-band
(InfiniBand) (InfiniBand) (100GbE)

iLO management port
Out-of-band management (1GbE)

: InfiniBand(HDR) Ethernet(100Gb)



HPE SUPERPOD 20L{| CLUSTER 5! STORAGE ARCHITECTURE

Leaf 22| X| 120 2 HE S22 = Z 80x HDR port + UFM pot 27| 2|8t Spine 2QX| 21 &

4
i Mellanox HDR Managed Switch

: Spine 22| X| #1 Spine 22 X| #2
i

1

|

{ \
: i
1 1
1 1 :
I 1 1
I III I
: :lr 1
i H H
1 H H
1 H H
1 H H
i H :
i :: Mgmt A :
i H Login A{H :
i H Scheduler A{H :
i :: Provisioning A{ H [
ir - =1 Visualization :
: | A ,
1 Hiovesssoslonessenh : ! CARL Al 1
I : ' l.: II ENTERPRISE ENTERPRISE I
1 i | Iy H 1
i Y] b ‘ ¥ ]
1 T I (i = | 1
i Apollo 6500 #1 Apollo 6500 #2 Apollo 6500 #20 :: Mellanox UFM HPE Clusterstor E1000 !
i HDR 1-port O HE 47 HDR 1-port O HE{ 48 HDR 1-port O R E{ 4% 1] :
e e e e e e e e e e e A 2



Al / HPC USE CASE



FAST CLUSTER WITH NVIDIA OF THE WORLD

| —
Hewlett Packard
Enterprise

@g NVIDIA.

Cluster Special Feature

3072 CPU only nodes

1536 CPU + GPU nodes

AMD Milan EPYC 7763 CPU

NVIDIA A100 GPU 6144ea
Slingshot intferconnect

35PB All-Flash ClusterStor E1000-F
Cooling : Direct liquid cooling

4 exaflops for Al

Size : $100M

Delivery : 2020 ~ 2021

Support: 7,000 users and 700 project

GPU Programming Models

CUDA: MILC, Chroma, HACC ...

CUDA FORTRAN: Quantum ESPRESSO, StarLord (AMREX)
OpenACC: VASP, E3SM, MPAS, GTC, XGC ...

KoKKos: LAMMPA, PELE, Chroma ...

Raja: SW4



THE FASTEST SUPERCOMPUTER IN 2023

 m—

— <
"4 OSCS rowiwme  HowlettPackard  SANVIDIA K@ LOSAIOMOS HewlettPackard A nviDiA.

Swiss National Supercomputing Centre Enterprise

NATIONAL LABORATORY Enterpl‘lse

HovePackard
Fotepise

e 20 exaflops for Al (7x faster than Selene e First United States customer to receive Grace
supercomputer). e HPE as the system provider
 Built on HPE Cray EX supercomputer e Target delivery early 2023

e Onlinein 2023

E—



GRAPHICS USE CASE



RENDERING CASE




VIDEO CASE
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CCTV CASE
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EDGE USE CASE
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1z1) Helmet

- RealWear HMT-1 (HMT-

- Class 1, Division 1 rating

- Hands-free device

- Noise-cancelling microphone

- Camera

- HPE MyRoom VRG
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- RealWear HMT-1 (HMT-1z1) Helmet
- Class 1, Division 1 rating
- Hands-free device
- Noise-cancelling microphone

- Camera

- HPE MyRoom VRG

- Live-share complete images, video, audio and data

7

- A AXLO| Ot B A 2 Z(hands-free)

- Ol gs|of ciet gdst

- AF0M e 70| E HE

- fl= &= Ao CH2F push Notification(2tet=
- YH HElHEE flct SE HE M-S

- A/ 2Ed AE A Y

- At B[ 8o E

- Aol es gy

U

2
2 OfL
TEXMARK

%)

@ Pump Radial VibeTemp - Impacting

@ Motor Radial VibeTemp - Unbalance, Misalignmen

ACTIVE ASSETS (1/2)
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